
Computation offloading framework based on
reconstruction-free semantic communication

Adam Janes, Zdenek Becvar, Jan Danek
Faculty of Electrical Engineering, Czech Technical University in Prague

Prague, Czech Republic
janesada@fel.cvut.cz, zdenek.becvar@fel.cvut.cz, danekja5@fel.cvut.cz

Abstract— Computation offloading is often hindered by the
substantial volume of data transmitted over mobile networks
making the process inefficient due to high transmission delay.
To address this bottleneck, we introduce a novel offloading
framework based on reconstruction-free semantic communica-
tion and computation. Our approach leverages joint semantic
communication via autoencoders and semantic processing by
a classification model. By bypassing the semantic decoding
phase on the receiver side and reducing the processing model
complexity, the framework significantly reduces the total compu-
tation offloading time. Experimental results demonstrate that the
proposed approach achieves 44.4–88.7% lower total computation
offloading time compared to the best performing state-of-the-art
solution while preserving high classification accuracy.

Index Terms—Computation offloading, Semantic communica-
tion, Classification, Autoencoder, Semantic computation.

I. INTRODUCTION

The multi-access edge computing (MEC) has emerged as a
key enabling technology for resource-constrained user equip-
ment (UE), particularly in the domain of autonomous systems
(ASs) such as drones [1], vehicles [2], or robots [3]. These sys-
tems increasingly rely on complex artificial intelligence (AI)
models, which impose substantial processing requirements on
their limited local hardware. To mitigate these constraints, the
ASs can offload demanding computations to a MEC server
[3], where high-performance hardware is available. Once the
computation at the MEC server is completed, the results are
delivered back to the AS. The computation offloading enables
reduction in energy consumption of the AS compared to a local
computation carried out directly by the AS [3]. At the same
time, the computation offloading allows for faster processing
using high-performance hardware on the MEC server.

In case of the computation offloading to the MEC servers,
the total computation offloading time includes a processing
time and a communication time. The processing time repre-
sents a physical execution of the task by a central or graphical
processing units (CPU or GPU). The communication time
covers transmission of the task from the AS to the MEC server,
making the process directly proportional to the volume of
transmitted data. This dependency creates a significant bottle-
neck, particularly for applications relying on high-volume data
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from sensors, such as camera or LiDAR. To reduce volume of
transmitted data and to improve communication efficiency, a
semantic communication has been introduced [4], [5]. Unlike
conventional transmission of raw bit representations of input
data, semantic communication stands for a novel paradigm
of lossy compression at the transmitter side driven by the
extracted meaning of the data, which is subsequently recon-
structed for further processing.

Although semantic communication remains largely a the-
oretical concept, practical implementations utilizing Genera-
tive Adversarial Networks (GANs) [6], Convolutional Neural
Networks (CNNs) [7], Transformers [8], and Autoencoders
[9], [10] demonstrate benefits of the semantic communication.
However, since latency is a critical performance metric in
this context, computationally complex models, such as GANs
or Transformers, are often deemed unsuitable due to their
high processing time [8]. Furthermore, even though CNNs are
usually tailored to camera-based data processing, autoencoders
are frequently identified as the most appropriate architecture
for semantic communication in general scenarios [11].

The autoencoders are represented by a neural network (NN)
architecture divided into two primary components: an encoder
and a decoder. The encoder transforms high-volume input
data into a compressed latent vector that preserves the most
significant features. Then, the decoder reconstructs the latent
vector back into an approximation of the original input. The
autoencoders are not restricted to a specific type of data, thus,
are applicable to various data types, such as, text, image,
LiDAR scan, or hyperspectral imaging data [11].

Although semantic communication has shown potential for
data volume reduction, existing approaches fail to address the
specific requirements of latency-critical computation offload-
ing from energy constrained UEs to the MEC server(s). For in-
stance, in [9], the author exploits autoencoders for an efficient
data compression, but limits the scope to the reconstruction
error minimization while not considering preservation of the
semantic content. Consequently, the authors neglect efficiency
of the reconstructed data for the specific AI inference tasks
(such as object detection or classification).

Similarly, approaches focusing on interpretable semantic
representations, such as autoencoder-based domain learning
with conceptual spaces [10], rely on complex iterative training
and necessitates high-level semantic property labels, which
are often unavailable or expensive to obtain. Moreover, these



architectures inherently depend on a decoder module to re-
construct the original signal. In scenarios dedicated purely to
object classification, this reconstruction phase is redundant and
introduces notable computational overhead.

The paper [12] proposes a variational autoencoders based
framework over noisy channels. However, similar to [9], the
primary objective of this work is a precise reconstruction of the
encoded data instead of effective data compression with regard
to time or application success rate. The study reveals that vari-
ational autoencoders are highly computationally intensive and
encoding and decoding processes take even dozens of seconds,
rendering architecture of variational autoencoders unsuitable
for latency-critical applications. Another advancement in au-
toencoders is presented, e.g., in [13], which introduces masked
autoencoders combined with noise adversarial training for se-
mantic communication. While the study analyzes classification
accuracy, assessment of the solution’s efficiency regarding
processing delay is not provided. As the masked autoencoders
are built upon the vision transformer architecture [13], which
is inherently computationally intensive, high processing time
is expected also for mask autoencoders. Furthermore, the
use of vision transformers can even increase the volume of
transmitted data [8], negating the reduced data volume targeted
by semantic communications. Note that there are also many
other works, such as [4], [14], but these employ autoencoders
primarily to enhance security and privacy and do not focus on
total computation offloading time.

To bridge the research gap concerning the neglected trans-
mission delay and processing overhead in current literature, we
introduce a novel reconstruction-free computation offloading
framework based on joint semantic communication and com-
putation benefiting from transmission of low volume of seman-
tically encoded data. Unlike related state-of-the-art works, our
approach avoids the computationally expensive reconstruction
phase and, instead, optimizes processing of the computation
task on the MEC server to be suitable for the data semantically
encoded by the transmitter. The processing model operating
on the semantically encoded latent representations demands
significantly less computation and, thus, reduces consumed
energy and total computation offloading time.

The major novelty of our work consists in:
• We propose a joint semantic communication and comput-

ing framework, where semantic awareness is integrated
into both communication and MEC computation. By
processing data directly on latent representations, the
reconstruction phase in the receiver is eliminated and
efficiency of processing is improved.

• We demonstrate efficiency of the proposed joint semantic
communication and computation on a practical example
of LiDAR data classification. We show the proposal
reduces total computation offloading time by 44.4–88.7%
compared to the best performing state-of-the-art work.

• To foster reproducibility, we release a custom
ROS2/Gazebo environment, data generation tools,
and the created LiDAR datasets in a public GitLab
repository [15].

Fig. 1: System model architecture.

The remainder of the paper is organized as follows. Section
II presents the system model. Then, Section III formulates the
problem addressed in the paper. Next, Section IV introduces
the proposed concept. Section V describes the experimental
scenario, present results and interprets key findings. Finally,
Section VI concludes the paper and outlines future directions.

II. SYSTEM MODEL

This section introduces the system model for joint semantic
communication and computation in the context of computation
offloading to the MEC servers.

Figure 1 illustrates the general system model comprising
base station (BS), UE, and MEC server. As our primary
focus is the efficiency of the semantic communication and
computing framework rather than radio resource management
or multi-user computation resource allocation, without loss of
generality, we consider one BS, one UE, and one MEC server.

The UE is represented by the AS equipped with sensors
for environmental perception. We denote the available com-
putation power of a processing device as Cdevice representing
either the computation power of the AS (CAS) or the compu-
tation power of the MEC server (CMEC).

The processing of the collected sensor data constitutes a
computationally intensive task offloaded to the MEC server,
characterized by the tuple (Din, W , Dout), where Din denotes
the volume of input data transmitted to the MEC server,
W represents the computational workload (the number of
floating-point operations) required to execute the inference al-
gorithm, and Dout indicates the volume of the task processing
result transmitted back to the AS.

The total computation offloading time ttotal is defined as:

ttotal = tenc + tul + tdec + tproc + tdl, (1)

where tenc and tdec represent the semantic encoding and
decoding times, respectively, tul and tdl represent the uplink
and downlink transmission times, respectively, and tproc is the
task processing time on the MEC server.

The uplink transmission time tul is determined as follows:

tul =
Din

Rul
, (2)

where Rul represents the transmission data rate in uplink.
Then, the downlink transmission time tdl is defined as:

tdl =
Dout

Rdl
, (3)



Fig. 2: Architecture of autoencoder.

where Rdl represents the transmission data rate in downlink.
Last, the processing time tproc is determined as:

tproc =
W

Cdevice
. (4)

Semantic encoding on the transmitter side reduces the
original volume of raw data into the semantically encoded
data resulting in a compression rate Rcomp defined as:

Rcomp =
n

nenc
, (5)

where n is the volume of the original input data x from
the sensors, and nenc represents the volume of the encoded
semantic data xenc.

To measure the success rate of the processing task (e.g.
object classification), we define accuracy A as:

A =
Ntrue

Ntotal
, (6)

where Ntotal represents the total number of instances and
Ntrue denotes the number of instances with a successful
processing, i.e., the outcome corresponds to the expected one.

Semantic communication is typically implemented using
autoencoder-based architecture, which provides a light and
versatile framework for encoding and decoding data [9].
In a standard configuration, the autoencoder consists of the
encoder and the decoder, see Fig 2. The encoder maps high-
dimensional input data x of size n into an encoded latent
vector xenc of size nenc (where nenc ≪ n). Subsequently, the
decoder receives the encoded vector xenc and reconstructs it
back to the original dimensionality n.

III. PROBLEM FORMULATION

The objective of this work is to minimize the total compu-
tation offloading time ttotal while maintaining the inference
accuracy above a required threshold Areq. Formally, the prob-
lem is formulated as:

min ttotal (7)
s.t. A ≥ Areq. (8)

To minimize the objective function ttotal, we propose a
reconstruction-free computation offloading framework based
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Fig. 3: Two approaches: conventional communication and
proposed framework based on reconstruction-free semantic
communication and computation.

on joint semantic communication and computation, described
in the next section.

IV. PROPOSED SOLUTION

In this section, we present a solution aimed at minimizing
the total computation offloading time ttotal via novel computa-
tion offloading framework with joint semantic communication
and computation.

A. General framework architecture

Semantic communication reduces the volume of data trans-
mitted to the MEC server. By employing the autoencoder as
the underlying semantic communication tool, the framework
preserves the essential semantic content of the original data x,
thereby enabling downstream processing without degradation
of essential meaning. Unlike conventional approaches that
typically trade off transmission data size against reconstruction
accuracy to minimize ttotal, we propose the reconstruction-
free offloading framework that reduces not only the transmis-
sion time, but also the processing time at the MEC server by
bypassing the decoding phase while optimizing the processing
of the encoded data xenc.

We leverage the semantic richness of the latent representa-
tion to perform the computation task directly on the encoded
data xenc in the latent space, see Fig 3. In conventional
communication, the encoded data are decoded at the receiver
to reconstruct a high-fidelity approximation of the original
signal before any task is performed. By contrast, our approach
bypasses the decoding phase and reduces the receiver-side pro-
cessing by employing a reconstruction-free processing model
that operates directly on the lower-dimensional latent vectors
xenc rather than raw data x. Although sending semantic data
also in downlink is technically feasible, we refrain from
using this approach for the downlink transmission because the
feedback consists solely of the result ŷ which is usually very
short. Given this negligible data volume, applying semantic
encoding and decoding would introduce unnecessary delay
overhead without yielding any benefit. For this reason, the
output of the processing model ŷ is transmitted directly to the
AS without any further encoding and compression.

The reconstruction-free semantic communication and com-
putation benefits from the reduced dimensionality (nenc) of
the model input data making a deep NN unnecessary. Thus,
a shallower model is sufficient to achieve comparable ac-
curacy. Consequently, the framework is adaptable to various



TABLE I: Reconstruction-free and baseline classification
model specifications

Baseline model Reconstruction-
free model

Input size 3 600 28
Number of neurons 6 605 47

Number of layers 6 3

Neurons in layers 3 600, 1 800, 720,
360, 120, 5 28, 14, 5

Number of float
operations 8 079 014 476

lightweight topologies, ranging from CNNs for image-based
tasks to dense NNs for versatile applications.

Furthermore, the proposed concept maintains complete flex-
ibility. Since the transmitted semantic data xenc preserves
the essential information, the decoding phase remains fully
available and can be executed whenever data reconstruction
is required by a specific scenario. The sole requirement is
the development of a reconstruction-free processing model
tailored to the encoded data xenc. However, due to the lower
dimensionality of the encoded input xenc, this reconstruction-
free model is significantly lighter, easier to train, and compu-
tationally less demanding to deploy.

B. Neural network design for LiDAR data

Now, let us illustrate the proposed offloading framework
based on joint semantic communication and computation on
a practical use-case with LiDAR data, e.g, from autonomous
vehicle or robot. The proposed concept first maps the original
LiDAR point cloud into the latent vector xenc using the
semantic encoder implemented as a dense NN. Subsequently,
the latent vector is transmitted over the mobile network to the
MEC server. Upon arrival at the MEC server, the data is pro-
cessed directly in encoded form, bypassing the reconstruction
allowing the classifier to interact immediately with the latent
representation.

The reconstruction-free processing model is engineered as a
lightweight alternative operating exclusively on encoded data
xenc, which comprises just 28 floating-point values, contrast-
ing sharply with the 3 600 points of the original LiDAR data.
Driven by this input reduction, the processing model comprises
only three fully connected layers with 28, 14, and 5 neurons in
respective layers. This efficient design necessitates only 476
floating-point operations per inference. The Rectified Linear
Unit (ReLU) activation function is applied to the first two
layers to address non-linearity, while the final layer employs a
Softmax function to generate classification probabilities. Table
I summarizes the computational efficiency of the proposed
framework implemented on the LiDAR data.

To evaluate the proposed approach on LiDAR-based object
classification, the reconstruction-free processing model is con-
figured to operate on an input of size 28. The model produces
a vector of size 5 corresponding to the target object classes,
which is subsequently normalized via a Softmax function
to obtain class probabilities. A classification prediction ŷ is
deemed successful when it matches the ground truth value y .

Fig. 4: Objects for classification based on LiDAR data.

Fig. 5: Snapshots of the simulation scenes: (a) the training
environment and (b) the testing environment designed with
different spatial configurations.

V. EXPERIMENTS

In this section, we describe the experimental scenario,
present and analyze the results, and finally provide a discussion
of the key findings.

A. Scenario description

In the experiments, we consider a scenario with the AS
equipped with LiDAR sensor scanning surrounding environ-
ment. The AS aims to classify objects detected by LiDAR
sensor in the environment. The classification distinguishes the
following object categories: car, train, pedestrian, reconstruc-
tion cone, and bicycle, as illustrated in Fig 4.

In the scenario for computation offloading, the input data is
transmitted from the AS equipped with CPU Intel Core Ultra
9 185H (CAS = 515.2 GFLOPS) to the high-performance
MEC server with total computing power CMEC = 41 228.8
GFLOPS delivered by GPU Nvidia GeForce RTX 3090 Ti
(CMEC,GPU = 40 000 GFLOPS) and CPU Intel Core i9-
14900KF (CMEC,CPU = 1228.8 GFLOPS).

For comparative purposes, we implement a baseline model
for classification that follows the traditional paradigm of raw
(or decoded) data processing [3], [11]. This model features
a deep architecture consisting of six fully connected layers
with respective sizes of 3 600, 1 800, 720, 360, 120, and 5
neurons. Given the high dimensionality of the input (3 600
values), the network requires 6 605 neurons and imposes a
heavy computational load of over 8 million floating-point
operations per single inference, see Table I.

In the experiments, we compare the proposed offloading
framework against four competitive and state-of-the-art base-
line works:

• Local processing: The data collected from LiDAR are
processed locally on the AS by baseline processing model
without encoding, decoding, and transmission.

• Conventional computation offloading [3]: The LiDAR
data is transmitted directly to the MEC server, where data



Fig. 6: Impact of transmission data rate on total offloading
time.

is processed by baseline model, and the result is sent back
to the AS. No data compression is applied to data at all.

• Computation offloading with compression [16]: The
data for transmission are compressed by lossless LZ4
algorithm. Received data at the MEC server are decom-
pressed to its original form and processed in the same
manner as in the conventional computation offloading.

• Semantic communication [9]: The LiDAR data is se-
mantically encoded into a latent vector. This latent rep-
resentation is then transmitted to the MEC server, where
the data is reconstructed to their original dimensionality.
Finally, the decoded data is processed by baseline model,
and the classification result is transmitted back to the UE.
The approach in [9] is optimized to minimize reconstruc-
tion error and employs NN with 3 layers with hyperbolic
tangent activation function and a lower compression ratio
(Rcomp = 8) to ensure high-quality reconstruction.

To obtain results that closely approximate real-world con-
ditions, two distinct environments with the classified object
are considered. From these settings, we constructed a custom
2D LiDAR dataset [15] comprising over 6 000 scans, where
the two environments differ in their spatial characteristics and
contain different types and placements of distracting elements.
The first environment (see Fig. 5a) serves as the training
environment, and its dataset is used to train both the classifier
and the autoencoder models. The second environment (Fig.
5b) serves as the test environment and is not included in
the training process in any way. The resulting performance
therefore shows how the NN models behave when processing
data from different environment. This methodological choice,
as opposed to a standard random split, is critical to isolate
the impact of the encoded semantic representations xenc. By
introducing a spatially distinct test environment, we eliminate
environmental bias, ensuring that the processing model relies
exclusively on the salient object features preserved in xenc

instead of background artifacts common to a single dataset.

B. Results

This subsection presents performance evaluation results.
Figure 6 illustrates the impact of the uplink data rate Rul on
the total computation offloading time. The constant line repre-
sents local data processing. All examined offloading strategies
except the local processing exhibit a similar reciprocal trend,
where the total execution time decreases as the transmission
data rate increases. However, the proposed framework con-
sistently achieves the lowest total offloading time across the
entire examined range. The proposed framework achieves up
to 96.64% and 94.21% lower total computation offloading
time ttotal with regard to the conventional offloading and
the computation offloading with LZ4 compression, respec-
tively. Compared to the computation offloading with semantic
communication, the proposed offloading framework decreases
the total computation offloading time up to 88.72%. The
performance gains are attributed to the synergistic effect of the
semantic encoding, which minimizes transmission time, and
the reconstruction-free processing model, which significantly
reduces the computational load on the MEC server.

Figure 6 further shows the range between the maximum and
minimum total offloading time for the proposed framework
is only 0.19ms, compared to 5.18ms for the offloading
with reconstruction-based semantic communication, 11.54ms
for the offloading with compression and 20.63ms for the
conventional offloading. This demonstrates that the offloading
framework suppresses the impact of the transmission data rate
on the total computation offloading time.

Figure 7 presents the classification accuracy for the in-
dividual models and their respective input representations.
The local processing, conventional offloading, LZ4-based of-
floading, and reconstruction-oriented semantic communication
all rely on high-dimensional raw (or reconstructed) data.
Consequently, these methods employ the same computation-
ally intensive baseline classification model, demonstrating
that their classification accuracy remains independent of the
transmission data rate. In terms of accuracy, the LZ4 al-
gorithm employs lossless compression, thereby preserving
the baseline performance. The reconstruction-based semantic
communication achieves high-fidelity data restoration during
the decoding phase, thereby yielding classification accuracy
equivalent to that of the original data. Despite the proposed
framework operates directly on the latent representation and
despite using a significantly lightweight processing model, the
proposed approach reaches almost the same accuracy with
only a marginal degradation of 1.4% compared to the original
data.

Figure 8 provides a detailed component-level breakdown of
the individual offloading approaches at a transmission rate of
50Mbit/s. For clarity, the time components are categorized into
three phases: preprocessing (encoding and decoding), trans-
mission (uplink and downlink transmission), and processing
(task execution). Figure 8 reveals that the proposed framework
is significantly more efficient, requiring 70.24% less time
for the combined encoding and transmission phase compared



Fig. 7: Classification accuracy reached
by proposal and competitive works.

Fig. 8: Total offloading time particu-
lar models at transmission data rate of
50Mbit/s.

Fig. 9: Training time duration required
to complete 1 000 epochs for the base-
line and the proposed reconstruction-free
model.

to the reconstruction-based semantic method and 80.69%
less time compared to conventional computation offloading.
Furthermore, the reduced input dimensionality enables the
reconstruction-free classification model, which shortens infer-
ence time by 37% on the MEC server.

In addition to accelerating inference, the use of encoded data
also significantly shorten the training phase. As illustrated in
Figure 9, 1 000 training epochs requires only 0.24 seconds
for the reconstruction-free processing model, compared to
10.34 seconds for the baseline processing model operating on
original or decoded data.

The results confirm that the proposed offloading framework
significantly reduces total computation offloading time and
reduces processing time without any notable degradation in the
classification accuracy. Moreover, because the reconstruction-
free model using encoded data directly is computationally
less demanding, it converges significantly faster, enabling a
substantial acceleration of both training and inference.

VI. CONCLUSION

The paper has introduced the reconstruction-free semantic
communication offloading framework based on joint seman-
tic communication and computation to mitigate the impact
of wireless data transmission and to reduce the processing
model inference during computation offloading to the MEC
server. The proposed framework achieves a massive reduc-
tion in the total computation offloading time, outperforming
conventional offloading, LZ4 compression-based offloading,
and semantic communication by up to 96.64%, 94.21%, and
88.73%, respectively. Additionally, the use of a reconstruction-
free classification model reduces the processing time on the
MEC server by 37%. The training phase of reconstruction-free
model is 42 times faster compared to the baseline processing
model, thereby streamlining the development and deployment
process.

Future research work should focus on the validation of
the proposed offloading framework to real hardware LiDAR
sensor and transmit data over a real mobile network.
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